Tribunal Session Summary

Session: conclave-20260721-191005-will-ssi-come-out-c0a6
Depth: T6

Advocates: 6 | Judges: 5 | Cost: $7.8064 | Time: 28m 41s

THE PROMPT: Will SSI come out of stealth mode by the end of August, and if so will their Al model
represent a material advance from the current top performing frontier models?

THE RULING: NO, SSI will not come out of stealth mode by the end of August. However, if SSI were to
release a model, the conditions for release imply it would likely represent a material advance, though the
probability of this conditional event is low.
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The Prompt

Will SSI come out of stealth mode by the end of August, and if so will their Al model represent a material
advance from the current top performing frontier models?

The Ruling

NO, SSI will not come out of stealth mode by the end of August. However, if SSI were to release a model, the
conditions for release imply it would likely represent a material advance, though the probability of this
conditional event is low.

This analysis rejects a legally binding interpretation of SSl's charter in favor of a strategic "revealed
preference" argument. The verdict is driven by three converging factors: the absence of any pre-release
signals (papers, safety partnerships, or hiring spikes) as of mid-2026; the operational impossibility of
standing up a commercial product infrastructure in five weeks; and the strategic dissonance between a
surprise release and a "straight shot" mission to safe superintelligence. While the founder's recent remarks
about "gradual release" open a theoretical door for a research preview, the compressed timeline and lack of
operational preamble make such a reveal a low-probability tail event (approx. 5-10%).

Crucially, the court interprets "material advance" not merely as leaderboard performance, but through a
selection effect: because SSl is insulated by $6 billion in capital and faces no commercial revenue pressure,
they have no incentive to break their long silence for a marginal model. A reveal would likely be gated on a
paradigm-shifting breakthrough in reasoning or safety. Therefore, while we predict silence through August,
we concede that if the silence breaks, it would almost certainly be for reasons that matter.

Core Analysis

Strategic Posture: The "Straight Shot" vs. "Gradual Release"

The core argument against an August exit hinges on SSI's unique organizational design, best described by
Claude Opus 4.8 as a "revealed preference." While the company's "straight shot" mission is not a legally
binding constraint (a point explicitly conceded after the discovery of a StartupHub.ai report), it serves as a
powerful strategic commitment.

SSI has raised $6 billion at a $32 billion valuation explicitly on the premise of avoiding the iterative,
API-driven revenue models favored by competitors like OpenAl and Anthropic. Unlike standard startups, SSI
has no immediate financial pressure to ship code to generate revenue. This "Terminal-Product Architecture”
(a term coined by Gemini 3.1 Pro to describe their zero-release strategy) means that any public model
release would be a deviation from their foundational operating thesis.

However, the primary source evidence—lIlya Sutskever’s November 2025 interview on the Dwarkesh Patel
Podcast—complicates a rigid "never-release" reading. Sutskever stated that a "gradual release might be
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necessary to demonstrate the power of Al to society—and thus initiate regulatory processes." The court
interprets this not as an impending launch, but as a formal acknowledgment of a "research reveal" pathway
distinct from a commercial product launch. This softening signal raises the baseline annual probability of a
reveal but does not overcome the specific constraints of the five-week window ending August 31, 2026.

The Absence of Signals: A "No-News" Heuristic

The most robust evidence against an imminent exit is the total void of pre-release operational signals. In the
Al industry, even "surprise” releases like DeepSeek-R1 or GPT-4 are typically preceded by faint ripples:
accepted preprints on arXiv, safety evaluator NDAs, or specific compute infrastructure announcements.

As of July 2026, SSI displays none of these indicators. There are no public technical papers, no benchmarks,
and critically for a safety-first lab, no visible external red-teaming partnerships with entities like METR or the
Al Safety Institutes. A lab defined by "safe superintelligence" releasing a frontier model would require
significant alignment verification. The complete absence of policy frameworks or regulatory
engagement—preconditions Sutskever himself named for the "gradual release" pathway—makes a surprise
August drop highly implausible.

Probabilistic Decomposition: Product vs. Research Channels

Following the methodology established by GPT-5, the court distinguishes between two release channels, as
they carry vastly different probabilities:

1. Product/API Release: Probability = 0-3%. A commercial launch requires infrastructure SSI manifestly
lacks: APl endpoints, trust-and-safety teams, legal compliance structures, and waitlists. Standing up this
scaffolding for a ~25-person research-only team in five weeks is operationally impossible.

2. Research Reveal (Paper/Demo): Probability = 5-10%. A non-commercial research artifact could
theoretically appear with minimal warning. However, this channel is constrained by the narrow calendar
window. Even assuming a generous annual hazard rate for a stealth lab (20-30%), compressing that
probability into a single five-week slice keeps the odds low (central estimate ~7%). The "gradual release”
quote permits this channel but does not necessitate it falls in this specific five-week window.

Joint probability of any exit: = 7—-10%.

The Conditional "Material Advance" and Selection Effect

The court diverges from a strict "NO" on the second clause by applying a "selection effect,” an argument
advanced by Gemini 3.1 Pro and adopted by the majority.

SSI operates under unique incentives. With $6 billion in run-rate and no product division, the lab faces
immense reputational risk and zero financial reward for releasing a "meh" model. If SSI breaks its strategic
silence, it implies the internal confidence is high enough to justify the pivot. Therefore, P(Material Advance |
Exit) is estimated at 50—70%—substantially higher than the industry base rate for first releases.

This means that while the joint probability of both occurring by August remains under 5%, the conditional
relationship is inverted: a release is unlikely, but if it happens, it is likely to be significant.
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Resolved Ambiguity: "Material Advance"

The prompt asks if the model would represent a "material advance." The court defines this not strictly as
beating GPT-5.5 on the MMLU benchmark (where margins are narrowing), but as demonstrating a
discontinuous capability leap—such as superior reasoning, safety, or efficiency—that validates their
"different mountain” thesis. Given GPT-5.5 and Claude Opus 4.8 already sit at ~93% on GPQA Diamond and
~77% on SWE-Bench Pro, a true material advance would require either dominant broad-spectrum
performance or a novel capability axis entirely.

How We Got Here

Scorecard
Claude Gemini DeepSeek Magistral Winner
Opus 4.8 3.1 Pro V4 Pro Medium
Zhipu ACCEPT REJECT REJECT REJECT REJECT REJECT Claude
GLM-4.7 Opus 4.8
MiniMax ACCEPT REJECT REJECT REJECT ACCEPT REJECT Synthesis
M2.7 (B/D)
GPT-0OSS ACCEPT REJECT REJECT REJECT REJECT REJECT Claude
120B Opus 4.8
Mistral ACCEPT REJECT REJECT REJECT REJECT REJECT Claude
Large 3 Opus 4.8
DeepCogit REJECT ACCEPT REJECT REJECT REJECT REJECT Grok 4
ov2.l
671B

Convergence Assessment

The convergence was epistemic. All advocates eventually moved toward "NO" not out of social pressure,
but because the evidence (the unchanged website, the lack of hiring spikes, the funding structure)
consistently pointed in that direction. The "YES" probability fluctuated based on interpretation of the "gradual
release" transcript, but the directional verdict never flipped. The position stability data shows genuine
refinement—specifically, the abandonment of "binding" arguments and the decomposition into research vs.
product channels—rather than sycophantic drift.
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Closing Statements

Claude Opus 4.8 argued that the verdict must be a "soft NO" driven by timing, not incapacity. They identified
the Dwarkesh transcript as the primary source confirming that "gradual release is inherent to the plan,"
thereby validating a research-reveal channel. However, they maintained that the five-week window
compression makes this a low-probability event (~30-35%). They conceded that if a reveal occurs, it is likely
to be a material advance due to a selection effect, revising their conditional probability upward to ~60%.

GPT-5 closed with a rigorous defense of their joint-probability framework. They emphasized the distinction
between "cannot release" (capacity) and "will not release" (choice). They argued that while the "gradual
release” softening signal exists, the absence of 2026 operational softening (no safety team buildouts, no
policy frameworks) keeps the exit probability low (~7%). They accepted the selection effect, raising their
conditional probability of a material advance to 60% but maintained that the joint probability of both events
occurring remains roughly 4%.

DeepSeek V4 Pro, after correcting their initial timeline error, argued that the 2026 frontier bar is incredibly
high. They acknowledged the selection effect but maintained skepticism that a first-generation paradigm shift
would instantly sweep the benchmarks (e.g., GPQA ~93%). They estimated the probability of an exit at
~18% and a material advance conditional on that exit at 40%, citing historical precedents like Gato and early
Gemini where initial architectural breakthroughs did not immediately dominate the incumbent models.

Key Moments

e The Calendar Correction: In Round 1, Claude Opus 4.8 identified a critical flaw in DeepSeek V4 Pro’s
submission: the entire argument was anchored to August 2025 rather than the correct 2026 date.
DeepSeek conceded and was forced to completely rebuild their hypothesis from scratch, moving from
"logistically impossible” to "unlikely."

e The "Binding Charter" Collapse: Multiple advocates (GPT-5, Claude Opus 4.8) attacked the notion that
SSI's charter was a "binding commitment.” The discovery of the StartupHub.ai diligence report and
Sutskever’s "gradual release" transcript effectively dismantled the legalistic argument. However, Claude
Opus 4.8 successfully pivoted, arguing the charter remained a powerful revealed preference rather than
a useless slogan.

e The Research vs. Product Decomposition: GPT-5 introduced the critical distinction between a
commercial "Product Exit" and a "Research Reveal." This analytical breakthrough allowed the court to
reconcile Sutskever’s softening language with the continued absence of product infrastructure, refining
the probabilities from a monolithic "NO" to a branch-based hazard model.

* The Selection Effect Synthesis: Gemini 3.1 Pro argued that an SSI release must be a material advance
because a lab with $6B and no revenue pressure would not ship a marginal model. This argument was
integrated into the final synthesis, elevating the conditional probability of a material advance despite the
low overall exit probability.

Reality Checks
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Claim

DeepSeek V4 Pro: "SSI will not
come out of stealth by end of
August 2025... August 2025 is
logistically impossible."

Magistral Medium: "There is no
publicly available information
about SSI's activities, funding..."

Gemini 3.1 Pro: "SSl's charter...
structurally prohibits intermediate
commercial product releases...
Terminal-Product Architecture.”

Challenge

Claude Opus 4.8: "You answered
the wrong question... Today is July
21, 2026... Your entire submission is
anchored to a timeline that is over a
year stale."

Grok 4: "This is factually false. SSl's
founding was covered by CNBC, the
New York Times... Its $32B
valuation... are matters of public
record.”

GPT-5: "Show the governance
document, investor term sheet, or
on-the-record founder statement that
explicitly prohibits... Without that,
‘absolute embargo' is persuasive
rhetoric."

Result

Full revision. DeepSeek V4 Pro
conceded the entire premise was
based on the wrong calendar year
and rebuilt their submission for 2026.

Full concession. Magistral Medium
admitted their position was based on
insufficient research and generic
startup heuristics.

Thesis abandoned. Gemini 3.1 Pro
conceded the "absolute embargo"
was rhetorical overreach and not a
legally binding structural lock.

Next Steps

Next Step

Monitor for AISI/METR
partnerships

Scan arXiv for SSl-authored
preprints

Watch for hiring spikes in
Safety/Evaluation

Why It Matters

If SSI plans a "gradual release" to
initiate regulation, they must first

establish third-party safety evaluation

channels (Gemini 3.1 Pro's safety
constraint).

A research reveal (the
highest-probability exit channel)
would likely be preceded by a paper
under review (Signal Detection).

Current headcount is ~25. A sharp
increase in deployment or safety
roles would be the leading indicator
of a product pivot (GPT-5's
infrastructure argument).

Confidence

High

High

Moderate
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Dissenting Opinions

No dissenting opinions were filed in this session.

7 Generated by The Conclave — conclave.murrays.org
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Glossary
Straight Shot SSI's stated strategy of pursuing safe superintelligence directly, without releasing

intermediate products or commercial APIs to generate revenue.

Terminal-Product Architecture A term coined during the deliberation to describe SSI's organizational structure,
which releases zero products until the final, terminal technological state
(Superintelligence) is achieved.

Scaling Laws The principle that model performance improves predictably as a power law of
compute, dataset size, and parameters. Sutskever has stated this era (2020-2025)
is ending.

Selection Effect The principle that because SSI has no commercial pressure to ship and ample

funding, they will only voluntarily release a model if it is genuinely significant,
thereby making a "material advance" more likely conditional on a release
occurring.

Red-Teaming The process of testing an Al model for adversarial vulnerabilities and safety
failures, often conducted by third-party external teams (e.g., METR, AISI).

Synthetic Reasoning A hypothesized Al paradigm involving models that generate their own reasoning
steps or data, distinct from simple next-token prediction on internet text, which SSI
is reportedly researching.
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How The Conclave Works

The Conclave is a structured multi-model deliberation system. Instead of asking one Al model a question and
trusting its answer, the Conclave convenes a panel of independent models, forces them to argue, and
subjects their conclusions to judicial review. The process is adversarial by design — consensus must be
earned through evidence, not assumed through agreement.

Advocates are independent Al models (e.g., Claude, GPT-5, Gemini, DeepSeek) that each receive the
same question and produce a sealed submission without seeing each other's work. Each submission must
include a falsifiable hypothesis, tagged evidence with reasoning type (deductive/inductive/abductive),
provenance labels for any frameworks cited, and an honest self-assessment.

Challenges follow submissions. Each advocate reads all other submissions and directly attacks weak points
— not polite reviews, but pointed cross-examination. They must identify the single factual crux that would
settle each disagreement.

Debate Rounds (1-7 depending on depth) force advocates to defend, concede, or revise their positions
under pressure. The system tracks position stability across rounds to detect sycophantic drift — when
models change their stance to agree with others without citing new evidence.

Judges (called Justices on The Bench) are separate models that never participated as advocates. They
evaluate the full record: submissions, challenges, and debate transcripts. They fact-check claims, audit
framework provenance, assess whether convergence was epistemic (evidence-driven) or affective (social
pressure), and render a verdict: ACCEPT one position, SYNTHESIZE the best elements, or REMAND for
further debate.

Depth levels control rigor: T1/Spot Check (submissions only), T2/Standard Review (1 debate round, 1
judge), T3/Deep Review (3 rounds, 3 judges), T4/Full Panel (5 rounds, full panel), T5/Stress Test (5 rounds +
Fresh Eyes review), T6/Red Team (7 rounds + mid-debate judicial checkpoint).

The system is deterministic code — it cannot be sycophantic. It dispatches prompts, collects responses, and
enforces the adversarial structure. The models argue; the code referees.



